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Abstract

The recent addition of quantum memristors to the quantum circuit toolbox has opened up a new world of possibilities in
neuromorphic quantum computing. On the other hand, interest in quantum neural networks (QNN) has boomed. We aim to
combine these areas by launching a completely original approach to QNNs based on quantum memristors. To this end, we propose
models for classical single and multilayer perceptrons based exclusively on classical memristors, filling a gap in the literature
of memristors for neuromorphic computation. We develop training algorithms based on the backpropagation algorithm. We run
simulations of both the models and the algorithms. These show that both perform well and in accordance with Minsky-Papert’s
theorem, motivating the possibility of building memristor-based hardware for physical neural networks. This work resulted in a
paper that is currently submitted for publication. Moving towards quantizing these models, we have that quantum memristors are
open quantum systems, and that quantum channels are a widely studied framework that describes the behaviour of such systems.
Therefore, in order to study QNNs in the context of open quantum systems, we propose a model for QNNs based on quantum
channels, as well as a training method relying on optimization over Stiefel manifolds. We show that the network is universal in
the classical logic gate sense, being capable of implementing non-linearly separable patterns such as the XOR gate. This implies
that the QNN is more powerful than its classical equivalent and that it is not subject to a quantum version of Minsky-Papert’s theo-
rem. Keywords: quantum neural networks (QNNs), memristors, neural networks (NNs), quantum channels, open quantum systems.

1. Introduction

Taking into account the massive impact that neural networks
(NN) have had, and the exciting possibilities brought by quan-
tum computing, it is natural to wonder if it is possible to com-
bine the two in a quantum neural network (QNN), and if this
can result in faster algorithms. The concept of QNNs has been
around since the 1990s [1] and since then several proposals
claiming that name have been put forward [2, 3, 4, 5, 6, 7].
These vary wildly in scope, but none can be said to be the
definitive model of a QNN. There has also been a growing in-
terest in memristors, devices with history-dependent resistance
which provide memory effects in form of a resistive hystere-
sis. Although the first theoretical prediction of memristive be-
haviour came in 1971 [8], it was not until 2008 that the exis-
tence of memristors was demonstrated, at HP Labs [9]. This
discovery reignited interest in memristor research, and their
intrinsic memory features suggest that they might be suitable
building blocks for neural computing [10, 11, 12]. Recently,
memristors have been added to the quantum circuit toolbox
[13], constituting a building block for quantum neural comput-
ing, so it is natural to wonder if they can be used in the context
of QNNs. The goal of this work is thus to take a completely
original approach to this problem by proposing a QNN based
on quantum memristors. However, the equations describing
the behaviour of the quantum memristors put forward in [13]
are extremely complicated, and become even more so when
several quantum memristors are allowed to interact. We then
have that the task of putting several quantum memristors to-

gether to form a network looks daunting. The plan is thus to
split it into smaller, more tractable parts. First, we will pro-
pose and validate a model of a classical perceptron made ex-
clusively with classical memristors and adapt a learning algo-
rithm for its training. Taking into account the fact that quantum
memristors are open quantum systems, we would like to learn
more about QNNs in the context of open quantum systems be-
fore proceeding with the quantization of the classical model.
The second goal of this thesis is thus to propose a model for a
QNN based on quantum channels, a mathematical framework
for open quantum systems, as well as a training algorithm for it.
A detailed study of this model will be performed in order to un-
derstand what implications for the QNN come from known re-
sults about quantum channels and to determine if there are any
mechanisms that may limit the QNN at a fundamental level,
such as a quantum generalization of Misnky-Papert’s theorem.
Hopefully, the knowledge the study of this model brings about
QNNs in the context of open quantum systems will be of use
in the future when trying to use quantum memristors for neuro-
morphic quantum computation.

2. Perceptrons from Memristors
In general, a current-controlled memristor is a dynamical sys-
tem whose evolution is described by the following pair of equa-
tions [8]

{
V = R(~γ, I)I, (1a)

~̇γ = ~f(~γ, I). (1b)
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The first one is Ohm’s law and relates the voltage output of the
memristor V with the current input I through the memristance
R(~γ, I), which is a scalar function depending both on I and on
the set of the memristor’s internal variables ~γ. This dependence
of the memristance on the internal variables is the mechanism
that endows the memristor with memory. The second equation
describes the time-evolution of the memristor’s internal vari-
ables by relating their time derivative, ~̇γ, to an n-dimensional
vector function ~f(~γ, I), depending on both previous values of
the internal variables and the input of the memristor.

2.1. Memristor-based Single-Layer Perceptron

Algorithm 1 Delta rule for Single-layer Perceptron
INITIALIZATION

Set the bias current Ib to 0.
Initialize the weights w1, w2, wb.
Set the internal state variables γ1, γ2, γ3 tow1, w2 andwb,
respectively.

for d in data do
FORWARD PASS

Compute the net input to the perceptron:

I = w1x1 + w2x2. (2)

Compute the perceptron’s output:

V = g(I, γ1, γ2, γ3). (3)

BACKWARD PASS
Compute the difference ∆ between the target output and
the actual output:

∆ = T − V. (4)

Compute the derivative of the activation function with
respect to the net input, g′.
for i in internal variables do

if ∆ ≥ 0 then
Set the bias Ib = Iγi .

else
Set the bias Ib = −Iγi .

end if
Update γi by inputting I = ∆xig

′ + Ib.
end for
Update the weights by setting them to the updated val-
ues of the internal state variables.
Set the bias Ib = 0.

end for

Our goal is to implement a perceptron and an adaptation of
the delta rule to train it using only a memristor. To this end,
we use the memristor’s internal variables to store the SLP’s
weights. Equation (1b) allows us to control the evolution of the
memristor’s internal variables and implement a learning rule.
If, for example, we want to implement a SLP with two inputs
we need a memristor with three internal variables, two of them
to store the weights of the connections between the inputs and

the SLP and the other one to store the SLP’s bias weight.
Let us then consider a memristor with three internal state

variables, from now on labeled by ~γ = (γ1, γ2, γ3) and in
which ~f = (f1, f2, f3). It could be difficult to externally con-
trol multiple internal variables. However, a possible solution
is to use several memristors with the chosen requirements and
with an externally controlled internal variable each. In order to
understand the form of these functions, we must remember that
we expect different behaviours from the perceptron depend-
ing on the stage of the algorithm. In the forward propagation
stage, the weights must remain constant to obtain the output
for a given input. In this phase the internal variables must not
change. On the other hand, in the backpropagation stage, we
want to update the perceptron’s weights by changing the inter-
nal variables. However, it may happen that the update is dif-
ferent for each of the weights, so we need to be able to change
only one of the internal variables without affecting the others.
To conciliate this with the fact that a memristor takes only one
input, we propose the use of threshold-based functions, as well
as a bias current Ib, for the evolution of the internal variables

V (t) = g(I, γ1, γ2, γ3), (5)
γ̇i = (I − Ib)θ(I − Iγi), (6)

where g is an activation function, θ is the Heaviside function
function, Iγi is the threshold for the internal variable γi and a
is a parameter that determines the dimension of the threshold,
i.e., the range of current values for which the internal variables
are updated. The first term of the update function can only be
non-zero if the input current is positive, whereas the second
term can only be non-zero if the input current is negative. If
Iγ1 , Iγ2 and Iγ3 are sufficiently different from each other and
from zero, we can reach the correct behaviour by choosing the
memristor’s input appropriately. We thus have that the thresh-
olds and the a paramater are hyperparameters that must be cali-
brated for each problem. In the aforementioned construction in
which our memristor with three internal variables is constructed
as an equivalent memristor, we can also use an external current
or voltage control to keep the internal variable fixed. In fact,
this is how it is usually addressed experimentally [12, 14, 15,
16]. Therefore, we can assume that this construction is possi-
ble. It is important to note that, in an experimental implemen-
tation, this threshold system does not need to be based on the
input currents’ intensities. It can, for instance, be based on the
use of signals of different frequencies for each of the internal
variables or in the codification of the signals meant for each of
the internal variables in AC voltage signals. We are now ready
to present a learning algorithm for our SLP based on the delta
rule, which is described in Algorithm 1. In case one wants to
generalize this procedure to an arbitrary number of inputs n,
this can be trivially achieved by using a memristor with n + 1
internal variables and adapting Algorithm 1 accordingly.

2.2. Memristor-based Multilayer Perceptron
In this model, memristors are used to emulate both the connec-
tions and the nodes of a MLP.

The equations describing the evolution of the memristor at
each node in this model are the same as in the seminal HP Labs

2



paper [9]. We have chosen the experimentally tested set

V (t) =

(
RON

γ(t)

D
+ROFF

(
1− γ(t)

D

))
I(t), (7)

γ̇ =

(
µV

RON

D
I(t)− Iγ

)
θ

(
µV

RON

D
I(t)− Iγ

)
. (8)

Here, RON and ROFF are, respectively, the doped and undoped
resistances of the memristor, D and µV are the thickness of its
semiconductor film and its average ion mobility, and Iγ is a
threshold current playing the same role as the I~γ in the model
for the memristor-based SLP introduced above. Equation (7)
can be approximated by

V (t) = ROFF

(
1− γ(t)

D

)
I(t), (9)

since we have that RON
ROFF

≈ 1
100 , as seen in [9]. If, for instance,

we impose a constant current input I to the memristor for a
time t, the output is given by

V (t) ∝ −I2t. (10)

This can be achieved in practice by using a current integrator.
It is then possible to implement non-linear activation functions
starting from Equation (7), which is an important condition for
the universality of NNs [17].

Looking now at synaptic memristors, their evolution is de-
scribed by

V (t) = γ(t)I(t), (11)

γ̇ =

(
µV

RON

D
I(t)− Iγ

)
θ

(
µV

RON

D
I(t)− Iγ

)
. (12)

In synaptic memristors, the internal variable γ is used to
store the weight of the respective connection, whereas in node
memristors the internal variable is used to store the node’s bias
weight.

As explained before, the node memristors are chosen to op-
erate in a non-linear regime, which allows us to implement non-
linear activation functions. On the other hand, we choose a lin-
ear regime for synaptic memristors, which allows us to emulate
the multiplication of weights by signals.

It must be mentioned that Equation (8) is only valid for
γ ∈ [0, D]. If we were to store the network weights in the inter-
nal variables using only a rescaling constant A, i.e., w = Aγ,
then the weights would all have the same sign. Although con-
vergence of the standard backpropagation algorithm is still pos-
sible in this case [18], it is usually slower and more difficult, so
it is convenient to redefine the variable [9] D → D′ so that the
interval of the internal variable in which Equation (8) is valid
becomes [−D′/2, D′2]. Using a rescaling constant B, the net-
work weights can then be in the interval [−BD′/2, BD′/2].

The new learning algorithm is an adaptation of the backprop-
agation algorithm, chosen due to its widespread use and robust-
ness. In our case, the activation function of the neurons is the
function that relates the output of a node memristor with its in-
put, as seen in Equation (7). The local gradients of the output

layer and hidden layer neurons are respectively given by:
Output: δk = Tkφ

′

(∑
i

Vik

)
, (13)

Hidden: δk = φ′

(∑
i

Vik

)∑
l

δlwkl. (14)

In Equation (13), Tk denotes the target output for neuron k in
the output layer. In Equations (13) and (14), φ′ is the derivative
of the neuron’s activation function with respect to the input to
the neuron

∑
i Vik. Finally, in Equation (14), the sum

∑
l δlwkl

is taken over the gradients of all neurons l in the layer to the
right of the neuron that are connected to it by weights wkl. The
update to the bias weight of a node memristor is given by:

∆wk = ηδk, (15)

where η is the learning rate. The connection weight wij is up-
dated using ∆wij = ηδjVi, where δj is the local gradient of
the neuron to the right of the connection, and Vi is the output
of the neuron to the left of the connection.

We count now with all necessary elements to adapt the back-
propagation algorithm for our memristor-based MLP, as de-
scribed in Algorithm 2.

2.3. Simulation Results
In order to test the validity of our SLP and MLP, we tested
their performance on three logical gates: OR, AND and XOR.
The first two are simple problems which should be successfully
learned by SLP and MLP, whereas only the MLP should be able
to learn the XOR gate, due to Minsky-Papert’s theorem.

The Glorot weight initialization scheme [19] was used for
all simulations, as it has been shown to bring faster conver-
gence in some problems when compared to other initialization
schemes. The data sets used contain 100 randomly generated
labeled elements, which were shuffled for each epoch, and the
cost function is:

E =
1

2
(T −O)2, (16)

where T is the target output and O the actual output.

2.4. Single-Layer Perceptron Simulation Results
For the SLP, a learning rate of 0.1 was used for all tested gates,
a value set by trial and error. The metric we used to evaluate
the evolution of the network’s performance on a given problem
was its total error over an epoch, which is given by:

Etotal =
∑
j

Ej =
1

2

∑
j

(Tj −Oj)2, (17)

where the sum is taken over all elements in the training set.
In Fig. 1, the evolution of the total error over 1000 epochs,
averaged over 100 different realizations of the starting weights,
is plotted.
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Algorithm 2 Backpropagation for Multilayer Perceptron
INITIALIZATION

Set the bias current Ib to 0.
Initialize the weights {wij} and {wbk}.
Set the internal variable γij of each connection memristor ij to
the respective connection weight wij .
Set the internal variable γk of each connection memristor k to
the respective bias weight wbk .

for d in data do
FORWARD PASS

for l in layers do
Compute the output of each connection memristor ij in
layer l:

Vij(wij , I) = wijI. (18)

Sum the outputs of the connection memristors connected to
each node memristor k in layer l

ink =
∑

Iik (19)

Compute the node memristor’s output:

Vk = ROFF

(
1− γbk

D
+
RON

ROFF

γbk
D

)
ink.

end for
BACKWARD PASS

for k in output layer do
Compute the difference ∆ between the target output and
the actual output of the node memristor:

∆k = Tk − Vk. (20)

Compute the local gradient of the node memristor using
Equation (13).

end for
for layer in hidden layers do

for node in layer do
Compute the local gradient of node memristor l in layer
using Equation (14).

end for
end for
for connection in connections do

Compute the weight update.
Set the bias current: Ib = Iγij .
Update the connection memristor’s internal variable by in-
putting I = ∆wij + Ib to it.
Update the connection’s weight by setting it to the updated
value of the respective internal variable.

end for
for node in nodes do

Compute the bias weight update according to Equa-
tion (15).
Set the bias current: Ib = Iγb .
Update the node memristor’s internal variable by inputting
I = ∆wk + Ib.
Update the bias weight by setting it to the updated value of
the respective internal variable.

end for
end for

We observe that our SLP successfully learns the gates OR
and AND, with the total error falling to 0 within 200 epochs, as

Figure 1: Evolution of the learning progress of our single-layer
perceptron (SLP), quantified by its total error, given by Equa-
tion (17), for the OR, AND and XOR gates over 1000 epochs.
The total error of our SLP for the OR and AND gates goes to 0
very quickly, indicating that our SLP successfully learns these
gates. The same is not true for the XOR gate, which our SLP
is incapable of learning, in accordance with Minksy-Papert’s
theorem [20].

expected from a SLP. However, the total error of our SLP for
the XOR gate does not go to zero, which means that it is not
able to learn this gate, as expected.

2.5. Multilayer Perceptron Simulation Results
The structure of the network was chosen following [21].
There, a network with one hidden layer of two neurons is
recommended for the case of two inputs and one output. The
learning rates used, which we have chosen through trial and
error, are 0.1 for the OR and AND gates, and 0.01 for the
XOR gate. In Fig. 2, the evolution of the total error over 1000
epochs, averaged over 100 different realizations of the starting
weights, is plotted.

As was the case for our SLP, our MLP successfully learns
the OR and AND gates. In fact, it is able to learn them faster
than our SLP, which is a consequence of the larger number of
free parameters. Additionally, it is able to learn the XOR gate,
indicating that it behaves as well as a regular MLP.

In summary, both memristor-based perceptrons behave as
expected. Our SLP is able to learn the OR and AND gates,
but not the XOR gate, so it is limited to solving linearly separa-
ble problems, just as any other single-layer NN. However, our
MLP is not subject to such a limitation and it is able to learn all
three gates.

3. Quantum Neural Network
We will now see how we can take advantage of an equivalence
between quantum channels and classical channels to implement
a QNN. A classical channel can be represented by a stochastic
matrix, so if we encode the weights of a NN in a stochastic ma-
trix and use the equivalence we mentioned, a quantum channel
can be used as a model for a QNN.

3.1. Classical Network as a Stochastic Matrix
A stochastic matrix is a matrix whose entries are non-negative
real numbers that represent probabilities. In particular, if we let
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Figure 2: Evolution of the learning progress of our multilayer
perceptron (MLP), quantified by its total error, given by Equa-
tion (17) for the OR, AND and XOR gates over 1000 epochs.
As can be seen, the total error of our MLP for the these gates ap-
proaches 0, indicating that it successfully learns all three gates.

A be a left-stochastic matrix, its entries {Aij} are non-negative
and each of its columns sums to 1. In order to store the weights
of a perceptron with two inputs in a stochastic matrix we will
encode the two bits of the inputs, x0 and x1, into four bits, x00,
x01, x10 and x11, and the output bit y into two bits, y0 and y1,
as shown in tables 1 and 2.

x0 x1 x00 x01 x10 x11
0 0 1 0 1 0
0 1 1 0 0 1
1 0 0 1 1 0
1 1 0 1 0 1

Table 1: Encoding of the inputs.

The idea is that the value of xij is 1 if xi is j and 0 otherwise.
Similarly, the value of yi is 1 if y is i and 0 otherwise. Using

y y0 y1
0 1 0
1 0 1

Table 2: Encoding of the output.

this encoding, we get a 2 × 4 matrix for the NN weights. The
network has only two synapses, each of them connecting one
of the input bits to the output, therefore there are 2 degrees of
freedom, not 8 as one might expect. The relation between the
outputs and the inputs is given by the weight matrix W :

[
y0
y1

]
=

[
w0 1− w0 w1 1− w1

1− w0 w0 1− w1 w1

]
x00

x01

x10

x11

 , (21)

where w0 is the weight of synapse connecting the first input to
the output and w1 is the weight of the synapse connecting the
second input to the output. The stochasticity constraints for this
weight matrix result in:

w0,1 ∈ [0, 1], (22)

which is the most freedom we can have in choosing the param-
eters of a stochastic matrix.

3.1.1 Stochastic Learning

Now that we have established how the weights of the network
should be stored in a stochastic matrix, we must find a way
to train them, that is, we must find an algorithm to update the
weights with the goal of minimizing some cost function F in
such a way that the stochasticity constraints remain fulfilled.
For this task, we will use an adaptation of the repamameteriza-
tion algorithm [22], shown in algorithm 3.

Algorithm 3 Reparameterization for Neural Network
Initialization
Initialize U randomly subject to the following constraints:

U =

[
u00 1− u00 u02 1− u02
u10 1− u10 u12 1− u12

]
(23)

Initialize W according to:

Wij =
Uij∑
k Ukj

(24)

for d in data do
Compute the output of the network according to equation
21.
Compute the cost function according to:

J(W ) = (t0 − y0)2 (25)

for j in even columns do
Compute the derivative of J with respect to w0j .

end for
for j in even columns do

Update u0j according to:

U ′ij = Uij
(∇−U )ij

(∇+
U )ij

= Uij
∇−ij +

∑
k∇

+
kjWkj

∇+
ij +

∑
k∇
−
kjWkj

. (26)

Update w0j according to:

W ′ij =
U ′ij∑
k U
′
kj

(27)

end for
for j in odd columns do

Set u0j = 1− u0j−1.
Set w0j = 1− w0j−1.

end for
for j in columns do

Set w1j = 1− w0j .
end for

end for
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3.1.2 Simulation Results

In order to test the validity of this network and learning algo-
rithm, we tested its performance on two logical gates: OR and
XOR. The first is a linearly separable problem which should be
successfully learned, whereas the network should not be capa-
ble of learning the XOR gate, due to Minsky-Papert’s theorem.
First, we will check if the network is capable of implementing
the OR gate at all, i.e., if there is a set of weights w0 and w1

and a threshold l that result in the network giving correct output
for each pair of inputs. To do so, we will express the OR gate
as a set of inequalities and see if it’s possible to simultaneously
satisfy all of them. Using the encodings given in tables 1 and 2,
as well as the relation between output and input in the network
shown in equation 21, we can conclude that, for the network to
implement the OR gate, the following set of inequalities must
be satisfied:

w0 + w1 > 2l (28)
w1 − w0 > 2l − 1 (29)
w0 − w1 > 2l − 1 (30)

Solving this system, it can be seen that are several sets of
weights and threshold that satisfy all conditions. Now that we
know that there are solutions, we want to check if the reparam-
eterization algorithm converges to them, so we implemented it.
One of the values of threshold that allows for solutions to the
set of inequalities above is l = 0.25, so in the simulation we set
the target for the product of weights and inputs at 0.25 if the tar-
get output was 1 and 0 otherwise. A measure of the network’s
performance is the cost function, given by:

E = (T −O)2 (31)

whereE is the error, T is the target andO is the network output.
The evolution of the cost function of the network for the OR
gate over 30 epochs and averaged over 1000 different randomly
chosen starting points is shown in figure 3. We can see that it
goes to 0, so the training process succeeds and the network is
capable of implementing the OR gate.

Lets now see if it is possible for the network to learn the
XOR gate. Proceeding as we did for the OR gate, we can re-
duce the XOR gate to a set of inequalities. We then find that
there is no set of weights and threshold that satisfies all of these
inequalities simultaneously, so the network is incapable of im-
plementing the XOR gate. This is what we expect from a NN
with no hidden layers.

In summary, the network does not seem to lose capabilities
by having its weights encoded into a stochastic matrix. It can
learn linearly separable problems, but is incapable of learning
non-linearly separable ones, just as a regular NN with no hid-
den layers.

3.2. Quantum-classical Equivalence
We will now use the correspondence between quantum and
classical channels given in [23] to lay the foundations for our

Figure 3: Learning progress of the network on the OR gate,
quantified by the cost function over 30 epochs and averaged
over 1000 different randomly chosen starting points. The blue
line is the median of the 1000 realizations, the top limit is the
95th percentile and the bottom limit is the 5th percentile. As we
can see, the value of the cost function goes to zero, indicating
that the network is capable of learning the OR gate.

QNN. Let W = (aij) be a left-stochastic matrix, i.e.:

dim∑
k=1

akj = 1 ∀j ∈ [1, dim], (32)

aij ≥ 0∀ i, j. (33)

Let the action of the quantum channel EA be given by the Kraus
operators:

Ai,j =
√
ai,j |i〉 〈j| . (34)

EA has the property that for an operator ρ with entries ρi,j =
δi,jpi ≥ 0, ρ′ := EA(ρ) is diagonal with ρ′i,j = δi,jp

′
i and

p′ = Wp, i.e., the quantum channel EA reduces to the classi-
cal case when applied to diagonal density operators. In order
to translate the 2-input 1-output NN structure to the quantum
realm, we must use a 4×4 input density matrix ρin and a 2×2
output density matrix ρout. A simple encoding between the in-
puts bits x0, x1 and ρin is the one shown in table 3. The output

Classical Quantum
x0 x1 ρ00 ρ11 ρ22 ρ33
0 0 1 0 0 0
0 1 0 1 0 0
1 0 0 0 1 0
1 1 0 0 0 1

Table 3: Correspondence between input bits x0, x1 and input
diagonal density matrix ρ.

of the network, ρout, is given by:

ρout = EA(ρin) =
∑
i,j

Ai,jρinA
†
i,j =

[
ρ′00 0
0 ρ′11

]
, (35)

where:[
ρ′00
ρ′11

]
=

[
ρ00w0 + ρ11(1− w0) + ρ22w1 + ρ33(1− w1)
ρ00(1− w0) + ρ11w0 + ρ22(1− w1) + ρ33w1

]
. (36)
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Finally, we have to establish an equivalence between ρout and
the output of the network. A possibility is to equate the result
of measuring ρout with the network’s output, i.e., ρ′00 ↔ 0 and
ρ′11 ↔ 1. In summary, using the equivalence between quan-
tum and classical channels given in [23], using the encoding of
the inputs into ρin given in table 3 and the correspondence be-
tween the result of measuring ρout and the network output we
just mentioned, we obtain a quantum channel that implements
a classical network. The training of this network is done using
a straightforward adaptation of algorithm 3 to Kraus operators.

3.3. Generalization
We will now remove the restriction we had imposed on the
Kraus operators and consider a completely general quantum
channel. This channel maps a density matrix in C4 to a den-
sity matrix in C2, so it is defined by a maximum of 8 Kraus
operators, A1 through A8:

Ak =

[
k00 k01 k02 k03
k10 k11 k12 k13

]
, (37)

where k stands for the k-th letter of the alphabet. A quantum
channel is a CPTP map, so these operators are subject to the
following constraint: ∑

k

A†kAk = 14, (38)

where 14 is the identity matrix of dimension 4. Besides this
constraint, we want to translate the restrictions on the weight
matrix made evident in equation 21 to the Kraus operators. To
do this, it is useful to gain an intuition of the effect this quantum
channel has on its input. The action of a quantum channel on an
input density matrix ρ is given, in terms of its Kraus operators,
by:

ρ′ = EA(ρ) =
∑
k

AkρA
†
k, (39)

where ρ′ is the output density matrix. We will establish an
equivalence between the result of measuring ρ′ and the network
output just as we did for the ’classical’ quantum case. If we
encode the inputs according to table 3, the values of each entry
in the main diagonal of ρ′ for each possible combination of
inputs are given in table 4.

Inputs Outputs
x0 x1 ρ′00 ρ′11

0 0
h∑
i=a

|i00|2
h∑
i=a

|i10|2

0 1
h∑
i=a

|i01|2
h∑
i=a

|i11|2

1 0
h∑
i=a

|i02|2
h∑
i=a

|i12|2

1 1
h∑
i=a

|i03|2
h∑
i=a

|i13|2

Table 4: Diagonal entries of ρ′ for each of the possible input
pairs, which are encoded according to table 3.

Comparing equation 21 with table 4, we can establish a
correspondence between the weights of the classical stochas-
tic matrix and the Kraus operators of the generalized quantum
channel. In doing so, we find conditions for the operators that
are analogous to the stochasticity conditions for the classical
weights. It turns out that these conditions are identical to the
ones coming from the diagonal elements of equation 38, so this
equation contains all conditions that are imposed on the Kraus
operators.

3.4. Capabilities of the QNN
Now that we have some understanding of how the network be-
haves, the next step is to look into its capabilities and limita-
tions. One natural question to ask is if it is universal in the clas-
sical sense, i.e., if it is capable of implementing all of the six-
teen classical 2-input, 1-output logic gates. We start by check-
ing if there is a set of Kraus operators that implements each
of these gates, starting with the XOR gate. If there is a set
of Kraus operators that implements it, we have that there is
no quantum version of Minsky-Papert’s theorem, which means
that our QNN is, in a sense, more powerful than a classical NN
with no hidden layers.

Using the above-mentioned correspondence between mea-
surement result and output of the network given in table 4, we
get the following conditions for successful implementation of
the XOR gate:

h∑
i=a

|i00|2 = 1, (40)
h∑
i=a

|i10|2 = 0, (41)

h∑
i=a

|i01|2 = 0, (42)
h∑
i=a

|i11|2 = 1, (43)

h∑
i=a

|i02|2 = 0, (44)
h∑
i=a

|i12|2 = 1, (45)

h∑
i=a

|i03|2 = 1, (46)
h∑
i=a

|i13|2 = 0. (47)

Taking into account the conditions coming from equation 38,
we can see that one of many possible combination of Kraus
operators is:

a00 = 1 , i00 = 0 ∀i 6= a, (48)
a11 = 1 , i11 = 0 ∀i 6= a, (49)
b12 = 1 , i12 = 0 ∀i 6= b, (50)
b03 = 1 , i03 = 0 ∀i 6= b. (51)

These equations, together with the equations coming from
equations 40 through 47, fully determine a set of Kraus op-
erators that successfully implement XOR.

Proceeding identically for the remaining fifteen gates, it is
trivial to show that a combination of Kraus operators that satis-
fies each of them can be found. Therefore, we conclude that the
QNN can implement any classical 2-input, 1-output logic gate,
so it is universal in this sense. This shows that the network is
not restricted to learning only linearly separable patterns, so it
is more powerful than its classical equivalent.

7



Having seen that there are configurations of the QNN that
successfully implement the aforementioned gates, we need to
find a learning procedure that in fact converges to said configu-
rations.

3.5. Training the QNN
Since we generalized the QNN by lifting the stochasticity con-
straints, the reparameterization algorithm described in section
3.1.1 no longer applies. One possible solution, as noted in [24],
is to recast the constraint on the Kraus operators, given in equa-
tion 38, as a Stiefel manifold and then optimize over that man-
ifold, as we will now see.

Let M(n, k,C) be the set of n × k matrices with complex
elements, i.e., elements in C. The Stiefel manifold is defined
as:

Vk(Cn) = {S ∈M(n, k,C) : S†S = 1k}. (52)

Given a set of nk n × k Kraus operators, {Ai}, we define the
corresponding Stiefel matrix S as follows:

S =


A1

A2

...
Ank

 . (53)

The constraint on the Kraus operators given in equation 38 can
be expressed in terms of the Stiefel matrix as:

S†S = 1k. (54)

This constraint defines the complex Stiefel manifold S =

Vk

(
Cn

2k
)

. We thus have an equivalence between Kraus op-
erators and a Stiefel matrix.

The training of the network will then proceed as follows:
first, we generate a random set of Kraus operators. Then, we
use the equivalence given above to obtain the corresponding
Stiefel matrix, which we train using some optimization proce-
dure with an appropriate cost function. This optimization pro-
cedure must keep the matrix in the manifold. Finally, we use
the equivalence again to obtain the final Kraus operators corre-
sponding to the trained network.

Out of the training procedures we tried, the one that consis-
tently performed better in our problem was a first-order steep-
est descent algorithm using back-tracking line-search, so this
was the one we chose. Our QNN is implemented as a quantum
channel described by 8 2 × 4 Kraus operators, so, the Stiefel
matrix S is a 16× 4 matrix:

S =


A0

A1

...
A7

 , (55)

where A0 through A7 are the Kraus operators that describe the
network. Taking into account the correspondence between net-
work output and measurement result of the output density ma-
trix ρ′, a sensible choice for the cost function would be the sum
over the ρ′ entries that correspond to the output we do not want

for each of the inputs. As we’ve discussed in previous sections,
the XOR gate is of particular importance, so lets start by see-
ing how the network performs when trying to learn it. The cost
function for this gate is:

f(s) = |ρ′11(0, 0)|2 + |ρ′00(0, 1)|2

+|ρ′00(1, 0)|2 + |ρ′11(1, 1)|2,
(56)

where s is a point on the manifold and the cost function depen-
dence on it comes from the relation between the output density
matrix ρ′ and the input density matrix ρ. ρ′ij(k, l) denotes en-
try ij of ρ′ for inputs (k, l). As an example of the learning
process of our network using this method, we show in figure
4 the evolution of the cost function given in equation 56 for
the XOR gate during 20 iterations and averaged over 1000 ran-
domly chosen realizations of the Kraus operators, i.e., 1000
randomly chosen starting points on the manifold. As can be
seen, the cost function approaches 0 after about 15 to 20 itera-
tions, so we can conclude that the network learns the XOR gate
successfully.

Figure 4: Learning progress of our QNN on the XOR gate,
quantified by the cost function over 20 iterations and averaged
over 1000 different randomly chosen starting points. The line
is the median of the 1000 realizations, the top limit is the 95th
percentile and the bottom limit is the 5th percentile. As we can
see, the value of the cost function goes to zero very quickly,
indicating that the network is capable of learning the XOR gate.

By redefining the cost function appropriately and perform-
ing the training process again, similar results can be obtained
for any of the fifteen other gates. This means that the QNN is
capable of learning these gates, so it is universal in this sense.

3.6. Scaling
We have seen some properties of the simplest unit of our QNN
and how to perform its training. It would now be interesting to
know what are the effects of expanding the network. In more
concrete terms, we want to know how the dimension of the
Stiefel manifold in which we perform the optimization grows
with the number of neurons and layers in the network. Taking
into account that the composition of quantum channels is also
a quantum channel, we have that just as our single-layer QNN
can be seen as a quantum channel, a QNN with several layers
can be seen as a composition of quantum channels, so it follows
that a QNN can always be reduced to a single quantum channel
of higher dimension. Therefore, adding layers and neurons to
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the QNN corresponds to increasing the maximum number of
Kraus operators that describe the quantum channel.

To be more exact, if the input to the network is an n-
dimensional density matrix and the output is anm-dimensional
density matrix then the Kraus operators of the quantum channel
that implements the network have dimension m × n. If there
are k layers in the network, each with jk neurons, then the max-
imum number of Kraus operators is NKraus = j1j2...jk. There-
fore, the Stiefel matrix of a k-layer QNN with n-dimensional
input, m-dimensional output and ji neurons in the ith layer is
given by:

S =


A1

A2

...
Aj1j2jk

 .
{Ai} is a set of j1j2...jk Kraus operators of dimension n×m.
The Stiefel matrix S thus has dimension j1j2...jkn × m ≈
jkavn ×m, jav being the average number of neurons in a layer.
This means that the dimension of the matrix, and thus the
dimension of the search space, grows exponentially with the
number of layers in the QNN.

As we just discussed, we would like to find a way of avoiding
the exponential scaling of the network. One possibility would
be to approximate the quantum channel that implements our
QNN by a lower-dimensional quantum channel. In [25], the au-
thors show that any quantum channel mapping states on some
input Hilbert space HA to states on some output Hilbert space
HB can be compressed into one with order d log(d) Kraus op-
erators, where d = max(|HA|, |HB |), which is much less than
the usual |HA| × |HB |. More formally, the main result of [25]
is the following proposition:

Proposition. Fix 0 < ε < 1 and let N : L(HA)→ L(HB) be
a CPTP map with Kraus rank |HE | ≥ |HA|, |HB |. Then, there
exists a CP map N̂ : L(HA) → L(HB) with Kraus rank at
most

C max(|HA|, |HB |)
1

ε2
log

(
|HE |
ε

)
, (57)

where C > 0 is a universal constant and such that:

∀ρ ∈ D(HA), ‖N̂ (ρ)−N (ρ)‖1 ≤ 2ε, (58)

where N̂ (ρ) is strictly trace preserving.

A proof of this result can be found in the article, as well
as a recipe for constructing the approximation N̂ to the quan-
tum channel that implements the network,N . The implications
of this result to our QNN are clear: the number of layers and
hidden layer neurons in the network does not significantly af-
fect its capabilities, since we can always find a quantum chan-
nel with small Kraus rank that approximately implements the
QNN. Moreover, this Kraus rank depends only on the dimen-
sion of the input and output Hilbert spaces. This dependence
is linear, but, since the dimension of the Hilbert spaces scales
exponentially with the number of bits, the same is true for the
Kraus rank of the approximate QNN. This means that for net-
works with a large number of inputs, say of the order of 100, the

training process will still be intractable, because this network
will be implemented by about 2100 Kraus operators. A number
of inputs of this order is not unusual, so our network cannot be
used for a sizable amount of problems unless the training pro-
cess is in some way simplified. This is the main question that
remains to be addressed, and possible paths towards solving it
will be discussed in the final section.

4. Conclusions
The goal of this work was to begin making headway with
a completely original approach to QNNs based on quantum
memristors. Due to its complexity, we split this task into
smaller steps. We will now give a brief overview of the progress
we have achieved towards this goal, as well as what is still to
be done.

We introduced models for single and multilayer perceptrons
based on memristors. We provided learning algorithms for
both, based on the delta rule and on the backpropagation algo-
rithm, respectively. Using a threshold-based system, our mod-
els are able to use the internal variables of memristors to store
and update the perceptron’s weights. We also ran simulations of
both models, which revealed that they behaved as expected and
in accordance with Minsky-Papert’s theorem. Our memristor-
based perceptrons have the same capabilities and are subject to
the same limitations of regular perceptrons and show the fea-
sibility and power of a memristor-based neural network. Our
models are the first ones in which memristors are used as both
the nodes and the synapses, and thus pave the way for other
neural network architectures and algorithms based on memris-
tors.

Moving on to the quantum realm, we established a link be-
tween classical NNs and QNNs by taking advantage of an
equivalence between classical and quantum channels. We have
shown that the resulting quantum network is universal in the
classical logic gate sense and that there is no quantum version
of Minsky-Papert’s theorem, so the QNN is not subject to the
same limitations as its classical equivalent. We have also shown
how this network can be trained by using an isometry between
Kraus operators and Stiefel manifolds and we have shown that
scaling it by adding hidden layers is feasible.

However, there is still work to be done; the main issue
that remains to be solved is related to the scaling of the in-
put and output layers. For several problems, there will be a
large amount of features and a large amount of outputs, so our
network must have large input and output layers in order to
be applicable. However, the dimension of the search space in
which the training is done grows exponentially with the size of
the input and output layers. This means that having more than
a handful of neurons in these layers makes the training process
too slow to be practical. The reason why this is a problem for
our QNN but not for classical networks is that classically the
training is done locally, meaning that the parameters of each
neuron are updated independently of the others and therefore
the time needed to train the network scales linearly with its
size. On the other hand, our QNN is trained globally, with all
parameters being dependent on one another, which leads to the
exponential scaling. We would thus like to find a method that
allows us to optimize locally, node by node, instead of optimiz-
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ing the whole network at once. This would result in a reduction
of the effective degrees of freedom, solving the problem of the
exponential scaling, similar to what happens with the density
matrix renormalization group in quantum many-body physics
[26] and, more generally, with renormalization group methods
[27].

After the issues with the scaling of the QNN are addressed,
the question that inspired this work remains: how to use quan-
tum memristors to implement a QNN. This is not an easy task
due to the complexity of the behaviour of quantum memris-
tors, but we hope that the results we have obtained about QNNs
in the context of open quantum systems can serve as a guide.
The most obvious path towards the connection between quan-
tum channels and quantum memristors would be to express the
quantum memristor as a quantum channel and use the result-
ing channel to implement a network in the way we described
in this work. However, there is still the matter of describing
the classical feedback controlling the strength of the coupling
between the system and the environment in the context of quan-
tum channels. This behaviour is integral to endow the quantum
memristor with memory and, as far as we know, it has not yet
been studied in the context of quantum channels. That is, there-
fore, a challenge that must be overcome before this connection
can be made.
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